Evaluation Methods for Interactive Information Retrieval

Nicholas J. Belkin

School of Communication, Information and Library Studies

Rutgers University

4 Huntington Street

New Brunswick, NJ 08901-1071, USA

nick@belkin.rutgers.edu  +1 732 932 7500 x8271

Abstract

The problems of evaluating interactive information retrieval systems are many, and difficult. They stem from primarily three sources. The first is that our main experience with the evaluation of information retrieval (IR) systems is of non-interactive, “batch” mode systems. This means that the methods, criteria and measures of evaluation have come from a milieu that is dramatically different from that of interactive IR. There is good reason to suppose that the methods with which we are familiar will not apply to this different situation, that the criteria that we use to evaluate them are inappropriate and/or not exhaustive, and that the measures we have used may not be well-related to this different situation. The second source of problems lies in the nature of interactive IR itself, and its contradictions with our general concepts of evaluation at all. That is, we understand that in interactive IR, once a person has engaged in an information seeking episode, that person has been thereby changed. This means that we cannot expect the same person to engage in an information seeking episode on that same topic or problem again, and have the experience be the same. Furthermore, we understand that two different people engaging in information seeking on the same topic or problem will behave differently from one another, because of differences between themselves. But our concepts of evaluation depend very heavily on the ability to replicate situations, and to compare different systems. Thus, we either have to develop new ways to construe evaluation which do not depend on replicability and comparison, or we have to develop methods which reduce the variability in interactive IR so that we can use our existing evaluation constructs. The third source of problems for evaluation of interactive IR lies in the relationships between the person and the information problem. Two such relationships are particularly important. One is cognitive; that is, it has to do with the knowledge that the person has of the information problem. If we ask people to search for information on a given topic or problem, then we can be sure that differences in their knowledge of the problem will lead to differences in performance. The other is affective; that is, it has to do with the degree of salience of the problem to the person. We can assume a certain level of salience to a person’s own information problem, which will affect how they behave when searching for information on that problem. However, we cannot assume the same of a problem which a person has been given to search on.

A seemingly obvious way to address many of these problems, especially those last mentioned, is to evaluate interactive IR systems in situ; that is, to have “real” users, searching for “real” information problems, in “real” situations. Unfortunately, doing this means that we can no longer hope to have the control over the study that is required for evaluation according to the strict standards which we would, in general, wish to impose.

In this workshop, I survey attempts to address the problems associated with the evaluation of interactive IR that have been made in recent years. There will be special reference to one fairly lengthy series of such attempts; that is, to the Interactive Track of the Text REtrieval Conferences (TREC). In particular, we will consider the most recent of these annual exercises, in which a number of suggestions from other sources for studying interactive IR have been incorporated with the experience gained from seven years of the Interactive Track at TREC. Those wanting to learn something about the TREC Interactive Track prior to the Workshop should consult the overviews of the TREC Interactive Track which are in the proceedings of the TREC conferences, available at http://trec.nist.gov, and also the Information Processing and Management Special Issue on Interactivity at the Text REtrieval Conference (TREC), v. 37, no. 3 (2001).

